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Many statistical analyses study relationships between two or more variables. Often, these
types of analyses are referred to as multivariate statistics. In Chapters 2–6, we focus on a
technique named regression. More speci�cally, we focus on simple linear regression, multiple
linear regression and logistic regression. First, however, we provide a general introduction
to regression analysis. In doing so, we explain the di�erences between linear and nonlinear
regression and between simple regression and multiple regression.

Regression techniques are heavily used in virtually every scienti�c domain. Economists, for
instance, frequently use regression analyses, and the research area dealing with regression
techniques for economic data has a special name, econometrics. Similarly, chemometrics
is the typical name for multivariate statistical methodology, including regression techniques,
used in certain branches of chemistry. In the context of food research, the term senso-
metrics is used, while psychometrics is the name used by psychologists. Also in medicine,
engineering, and the political and social sciences, regression is one of the most commonly
used methods.

A key concept in regression analysis is the model. In the context of regression, this is
a mathematical equation intended to explain the behavior or the variation of a certain
variable of interest. The challenge is to �nd an appropriate equation that �ts the available
data. We call the process of �tting a model to data model estimation.

Learning objectives of this chapter

Knowledge

X You know di�erence between a deterministic model and a statistical regression
model.

X You can distinguish dependent and independent variables in a regression model,
and you are familiar with all the synonyms for these variables.

X You know the di�erence between variables and parameters.
X You can explain the usefulness of the error term in a statistical model and the basic

assumption concerning the error term.
X You realize that correlation is not the same as causation.
X You can distinguish linear and nonlinear models.

Skills

X You are able to apply transformations to turn certain nonlinear regression models
into linear regression models.
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1.1 From a theory to a model

A theory often gives us an understanding of the relationship between di�erent variables.
Economic theory, for example, provides us with insights about relationships between cer-
tain economic variables. These relationships are expressed with the aid of a mathematical
equation, a model. An example of a model is

c = f(x),

where c is the level of a household’s consumption and x represents the disposable income.
Another example is given by

q = f(p, ps, pc),

where q represents the demand for a car, p the price of the car, ps the price of a substitute
(such as, for example, a motorcycle), and pc the price of a complementary good (such as
fuel).

In a similar way, there is a link between, on the one hand, the fuel consumption of a car, v,
and on the other hand, the weight (g), the length (l), the width (b) and the power (p):

v = f(g, l, b, p).

When extracting starch from corn or rice, the yield (y) of the extraction process depends
on the concentration of speci�c kinds of salts (s) used during the steeping phase. Hence,

y = f(s).

Each of the four models involves one variable whose behavior we try to explain. In other
words, we try to �nd out why that variable goes up or down, i.e., we try to explain its
variation. For example, we try to explain why certain cars consume a lot of fuel, whereas
others very or relatively little. We name that variable the response, the response variable
or the dependent variable. The tradition in statistics is to denote that variable by y. The
name dependent variable is utilized because the value of that variable depends on, or is a
function of, the value(s) of one or more other variables. The name response variable is used
because it is as if its value reacts to, or responds to, changes in one or more other variables.

Explaining the variation means that we attempt to �gure out what other variables are related
to the response. We name these variables the explanatory variables or the independent
variables. Another name that is often used for the explanatory variables is predictors,
because they can be used to predict the value of the response variable. If there is just one
explanatory variable, we generally denote it by x. When there are k explanatory variables,
we denote them by x1, x2, ... , xk .

When we can establish a relationship between the response and one or more explanatory
variables, we also want to �nd out whether the relationship is positive or negative, or perhaps
a more complicated non-monotonic relationship. In starch extraction, for example, it is know
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that using a very low concentration of salt (so, a small value for the explanatory variable)
leads to a poor yield (a small value for the response variable). Using a concentration of
about 5% leads to a good yield, and going beyond that concentration makes the yield go
down again.

In addition to identifying the nature of the relationship between the response and the ex-
planatory variable(s), it is also important to quantify its strength. In other words, we want
to quantify how strong a positive or a negative relationship is. For example, we know from
economic theory that there is a positive relationship between a household’s income and
its consumption, but we do not know to what extent consumption increases as a result of
increased income. However, based on sample data of incomes and consumption levels, we
can estimate a model, i.e., we can estimate the strength of the relationship.

In general, a regression model involving one explanatory variable x is written as

y = f(x).

Such a model is a simple regression model. A regression model involving k explanatory
variables x1, x2, ... , xk is written as

y = f(x1, x2, ... , xk).

Such a model is called a multiple regression model.

1.2 A statistical model

The models from the previous section are deterministic. Consider, for example, the model

v = f(g, l, b, p)

for the fuel consumption of a car. What this model suggests is that every car with the same
weight (g), the same length (l), the same width (b) and the same power (p) will consume
exactly the same amount of fuel. Obviously, this is nonsense. One car may, for example, be
more aerodynamic than another, or use more modern technology, so that it consumes less
fuel. As a result, due to the fact that factors other than the weight, the length, the width
and the power play a role, the model will not explain the variation in the fuel consumption
perfectly.

One reaction to this could be to improve the model, and take into account the aerodynamic
characteristics or the technology used. It is, however, extremely hard to identify and measure
all relevant variables. So, there will virtually always be variables we overlook or for which
we have no data.

We should not view this as problematic, since what we usually desire is to get a good picture
of a population rather than of every individual. In the context of regression analysis, this
means that we are satis�ed if we can �nd a good model for a “typical” or an “average” car
with a given weight, length, width and power.
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Another reason why the deterministic model may not work perfectly well is that the response
variable is inherently stochastic. In other words, the response or dependent variable is a
random variable. For example, it is not hard to think of two similar households who have the
same income but quite di�erent consumption patterns. One household might spend a lot
of money because they happen to like fast, expensive cars and exotic holidays in luxurious
hotels, whereas another household has an ordinary car and has a preference for local, cheap
hiking holidays. Thus, the consumption varies randomly due to random variation in taste or
preference. In a similar way, the yield of a starch extraction process varies randomly. One
reason for this could be that, in one run of the process, the batch of corn utilized might
have a high quality because it was grown on fertile soil, while, in another run, the corn might
have a poorer quality because it happens to originate from an area with less fertile soil.

Often, there is also a measurement error when recording the value of the response vari-
able. For example, measuring a household’s exact annual consumption is cumbersome.
Similarly, quantifying the exact yield of a starch extraction process is not easy. Moreover,
measurement equipment only has a certain precision, which leads to rounding errors in the
measurement process.

These considerations render deterministic models impractical. Instead, it makes sense to
use a statistical model, which treats the response variable as a random variable and which
takes into account the fact that certain unobserved variables may have an impact on the
response. Statistical models that are often appropriate are

Y = f(x) + U,

when there is a single explanatory variable, and

Y = f(x1, x2, ... , xk) + U,

when there are multiple explanatory variables.

In these models, an uppercase letter is used for the response, Y , to stress that it is a random
variable. The uppercase letter U represents an error term. That error term is a random
variable, which captures the impact of all kinds of unobserved variables on the response. In
the example on households’ consumption patterns, with income as the explanatory variable,
the error term U describes the impact of unobserved variables such as the number of
members of the household or the type of accommodation. In the starch extraction example,
the error term U describes the impact of unobserved variables such as the corn variety, the
exact steeping time and the ambient temperature, all of which impact the yield.

The statistical model consists of a systematic part, f(x) or f(x1, x2, ... , xk), and a random part,
U. We assume that the systematic part provides a good description of the mean response
at any given value of the explanatory variables. This is expressed as

E(Y | x) = f(x)

for simple regression, and as

E(Y | x1, x2, ... , xk) = f(x1, x2, ... , xk)

An introduction to regression modeling | 9



for multiple regression. This implies that, on average, the model’s error is zero:

E(U) = 0.

One of the key goals in regression is to identify the nature and the strength of the relationship
of each explanatory variable with the response variable. This requires the estimation of
model parameters. These parameters are often denoted by β0,β1,β2, ... ,βp. The number of
parameters, p, may or may not be equal to the number of explanatory variables, k. To make
explicit that the exact nature of the model depends on the parameters β0,β1,β2, ... ,βp, we
can also write the model as

Y = f(x1, x2, ... , xk;β1,β2, ... ,βp) + U, (1.1)

The purpose of regression methods is to estimate the values of the unknown parameters
based on sample data. Once the model has been estimated (i.e., once its parameters have
been estimated), it can be used for interpretation, to gain insight, as a con�rmation for a
theory or hypothesis developed, for decision making and for prediction.

1.3 Causality

Estimating a model using regression methods allows us to establish relationships between
di�erent variables. After such relationships have been quanti�ed, it is always tempting to
assume causality between the explanatory variable(s) and the response variable. However,
a strong empirical relationship between these variables is not su�cient to assume a causal
relationship. This is demonstrated by the following example.

Example 1.3.1. Table 1.1 contains data on the number of inhabitants, the surface area,
the birth rate and the number of pairs of storks in 17 European countries. There is
a signi�cant positive correlation between the number of pairs of storks and the birth
rate. If we represent the birth rate by y and the number of pairs of storks by x, then
one of the possible models estimated from the data in Table 1.1 is

y = 225.03 + 0.0288x.

This model, which is graphically shown in Figure 1.1, suggests that the birth rate y in-
creases with the number of stork pairs. Of course, there is no scienti�c or theoretical
support for a causal relationship between the number of storks and the birth rate, and
therefore there is no causality.
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Table 1.1. Data from 17 European countries.
Reprinted with permission from “R. Matthews (2000). Storks Deliver Babies (p= 0.008),
Teaching Statistics, 22, 36–38.

Country Surface Area Number of Inhabitants Births
(in km2) stork pairs (in millions) (in thousands)

Albania 28,750 100 3.2 83
Belgium 30,520 1 9.9 118
Bulgaria 111,000 5,000 9 117
Denmark 43,100 9 5.1 59
Germany 357,000 3,300 78 901
France 544,000 140 56 774
Greece 132,000 2,500 10 106
Hungary 93,000 5,000 11 124
Italy 301,280 5 57 551
Netherlands 41,900 4 15 188
Austria 83,860 300 7.6 87
Poland 312,680 30,000 38 610
Portugal 92,390 1,500 10 120
Romania 237,500 5,000 23 367
Spain 504,750 8,000 39 439
Turkey 779,450 25,000 56 1,576
Switzerland 41,290 150 6.7 82

Figure 1.1. Scatter plot of the number of pairs of storks and the birth rate in 17 European
countries, along with the estimation of a possible model.
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One may then wonder why there is a positive correlation between the two variables.
The reason for this is that there is a third variable, the surface area of the 17 countries,
which is positively correlated with both the number of births and the number of pairs
of storks. The larger the surface area of a country, the more stork pairs it houses. Also,
the larger a country’s surface area, the larger the number of births. This explains the
positive correlation between the latter two variables.

Obviously, often a researcher’s goal is not just to show that there exists a relationship.
Typically, a researcher wants to claim that there exists a causal relationship. In other words,
the researcher wants to claim that a change in an explanatory variable causes the response
variable to change as well. To this end, the researcher has two possibilities:
1. Theoretical arguments are needed to be able to speak of a causal relationship, in addi-

tion to a strong empirical relationship. For example, economic theory predicts that the
demand for a good will go down when its price goes up.

2. Well conducted, randomized designed experiments, in which (i) the value(s) of the ex-
planatory variable(s) is (are) changed on purpose and the response variable is measured
after each change and (ii) everything else is controlled so it does not impact the results,
also allow a researcher to establish a causal relationship.

At this point, we can make a distinction between experimental data and observational data.
When collecting observational data, the researcher does not intervene in the system he
is studying. Essentially, the researcher just records what is happening. When collecting
experimental data, the researcher is more active in the sense that he deliberately changes
the levels of the explanatory variables to measure how this impacts the response variable.
Conducting an experiment requires the researcher to have control over the value(s) of the
explanatory variable(s).

Example 1.3.2. An experiment can be designed to measure the impact of the duration
of a commercial and the frequency with which it is shown. Several videotapes are
then created in which a number of TV programs alternate with commercials. The
tapes di�er in the duration of the commercials and the frequency with which each
commercial is shown. Each tape is then shown to a di�erent group of test persons.
The next day, each test person is then asked how many products were advertised and
whether he remembers the products’ brand names. By estimating a regression model,
the researcher can then quantify the e�ect of the duration and the frequency of the
commercial, as well as the joint e�ect of the duration and the frequency.

Example 1.3.3. To �nd out which concentration of salt leads to an acceptable yield or
to an optimal yield, a researcher can try di�erent salt concentrations and measure the
yield for each of these. Afterwards, the researcher can estimate a regression model to
see how the yield depends on the salt concentration. The resulting regression model
can then be used to identify the salt concentration that produces the highest yield.
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Performing a controlled experiment is often impossible for the researcher. In that case, he
has to rely on observational data.

Example 1.3.4. To determine whether salary depends on the degree, the number of
years of work experience, gender and the sector of employment, data is collected from a
large number of randomly selected employees. This data can then be used, for example,
to determine whether men and women receive equal pay for equal work, taking into
account their quali�cations and experience.

Many people believe that only controlled experiments allow causal relationships to be estab-
lished, and that observational data can only be used to detect patterns that are useful for
prediction. For example, in an article in the scienti�c journal Signi�cance in 2011, S. Stanley
Young and Alan Karr write that “Any claim coming from an observational study is most likely
to be wrong. Startling, but true. Co�ee causes pancreatic cancer. Type A personality causes
heart attacks. Trans-fat is a killer. Women who eat breakfast cereal give birth to more boys. All
these claims come from observational studies; yet when the studies are carefully examined, the
claimed links appear to be incorrect.” Young and Karr found that many claims made based
on observational studies cannot be con�rmed by means of properly designed experiments.
In fact, it happens more often that experiments show the opposite of the original claim
based on observational data. Young and Karr discuss various reasons why things go wrong.
It would lead us too far a�eld to discuss these reasons here. We merely want to say that
claiming causality based on observational data is too optimistic in most cases.

Despite the fact that observational data do not allow causal claims to be made, carrying
out regression analyses remains interesting. Banks, for instance, successfully use regression
models to make predictions concerning the creditworthiness of potential customers. Sim-
ilarly, insurance companies use regression models to predict whether they should o�er a
contract to a particular driver, and, if so, what price they need to charge.

1.4 Linear and nonlinear regression models

For the estimation of a regression model, it is necessary to specify the shape of the function
f() in the model in Equation ((1.1)). Various kinds of models exist. The simplest models to
estimate belong to the class of linear regression models. In some cases, however, linear
regression models do not capture the relationship between a response variable and one or
more explanatory variables well. A nonlinear model is then needed instead.

In a simple linear regression model, the systematic part E(Y | x) is a linear combination
of two parameters β0 and β1. The simplest linear regression model is

Y = β0 + β1x + U.

In that model, we use the original variables x and Y themselves. In that case, the simple
linear regression model describes a linear relationship between x and Y .

For some data sets, however, a better model is obtained by working with a transformation of
x and/or Y . If we decide to transform the explanatory variable x, the simple linear regression
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model could become, for example,

Y = β0 + β1 ln(x) + U.

If working with x2 instead of x or ln(x) is preferred, the simple linear regression model
becomes

Y = β0 + β1x2 + U.

Finally, it is also possible to use transformations of both x and Y , as in the model

ln(Y ) = β0 + β1 ln(x) + U.

In models involving a transformation of x and/or Y , the simple linear regression model
describes a non-linear relationship between x and Y . That non-linear relationship can be
quadratic or logarithmic, as in the above examples. However, many other non-linear rela-
tionship exist as well.

In a multiple linear regression model, the systematic part E(Y | x1, x2, ... , xk) is a linear
combination of the parameters β0,β1,β2, ... . Examples of such models are

Y = β0 + β1x1 + β2x2 + · · · + βkxk + U,

1
Y

= β0 + β1x1 + β2x2 + · · · + βkxk + U,

and

Y = β0 + β1x1 + β2x2 + β3x2
1 + β4x2

2 + β5x1x2 + U.

These example models illustrate that, just like simple linear regression models, multiple linear
regression models may or may not involve transformations of the explanatory variables
and/or the response variable. Their key feature is that the response, regardless of whether
it is transformed or not, is a linear function of the unknown parameters.

Examples of non-linear models are

Y = β0 + β1x
β2
1 U,

and

Y = β0x
β1
1 x

β2
2 U.

Nonlinear models are much harder to estimate than linear models, and the theory of non-
linear regression models is much harder as well. In recent years, however, the availability of
powerful PCs and good statistical software has made the estimation and use of nonlinear
models by non-experts possible.
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It should be pointed out that some non-linear models can be linearized. For example, taking
the natural logarithm of the left-hand side and the right-hand side of the latter equation
yields

ln(Y ) = ln
(
β0x

β1
1 x

β2
2 U

)
,

which can be rewritten as

ln(Y ) = ln(β0) + ln
(

x
β1
1

)
+ ln

(
x
β2
2

)
+ ln(U),

and, subsequently, by

ln Y = ln(β0) + β1 ln(x1) + β2 ln(x2) + ln(U).

The �rst term on the right-hand side of this expression, ln(β0), is the logarithm of the
unknown parameter β0. The logarithm of an unknown parameter is an unknown parameter
itself, for which we can use a dedicated symbol, for instance β̃0. In a similar way, we can
use the symbol Ũ instead of ln(U), since the logarithm of a random variable is a random
variable itself. This results in the following expression for the model:

ln Y = β̃0 + β1 ln x1 + β2 ln x2 + Ũ.

The systematic part of this model, β̃0 + β1 ln x1 + β2 ln x2, is a linear combination of the
parameters β̃0, β1 and β2. Therefore, it is a linear regression model. As a result, the
logarithmic transformation has turned the non-linear regression model into a linear one. So,
the transformation turned a model that is hard to estimate (the nonlinear one) into a model
that is relatively easy to estimate (a linear one).

In the next chapter of this book, we focus on the simple linear regression model. We discuss
the multiple linear regression model in Chapters 3, 4 and 5. In Chapter 6, we focus on a
special kind of nonlinear regression model, the logistic regression model.

An introduction to regression modeling | 15




